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Abstract. We improve a high-accuracy maximum entropy classifier by
combining an ensemble of classifiers with neural network voting. In our
experiments we demonstrate significantly superior performance both over
a single classifier as well as over the use of the traditional weighted-
sum voting approach. Specifically, we apply this to a maximum entropy
classifier on a large scale multi-class text categorization task: the online
job directory Flipdog® with over half a million jobs in 65 categories.

1 Ensemble Learning

For classification problems, supervised learning methods train a classifier on a
set of labeled training examples which fall into several classes. The classifier can
then be used to predict the class of a new instance. Each instance is represented
by a set of features, which have to be carefully chosen.

For example: The task may be to classify job descriptions into several cat-
egories such as Chemical Engineering or Hospitality/Recreation (see Figure 1). In
this case, the words in the description can be used as features. The classifier
tries to learn which words (or combination of words) predict the category of the
job description.

This type of problem has been called Text Categorization. An excellent
overview of this field is presented by Sebastiani [12]. This problem has previously
been addressed with Maximum Entropy Classification [9]. In this paper we will
point out a weakness of this method and show how to overcome it by using an
ensemble of maximum entropy classifiers trained on different feature sets.

A recent thread in machine learning research concerns itself with Ensemble
Learning: instead of training a single classifier, a set (or ensemble) of classi-
fiers is used. The classifiers are trained on different sets of training examples,
most often using the same learning algorithm. Subsequently, the classifiers are
combined by voting.

This seemingly simple idea has been applied to a variety of problems and
learning methods. Consistently, superior results are obtained opposed to using
just one classifier trained on all the training examples.

3 Available online at http://www.flipdog.com/. Job descriptions are collected from
company web sites.



Slot Technician

Graduate of mechanical program and one to two years
electronics experience preferred. Applies electrical the-
ory and related knowledge to test and modify electrical
gaming machinery and equipment. Requires frequent
standing, walking, reaching, stooping and crouching;
excellent hand-eye coordination and fine motor hand
and wrist movements. Good close, color and peripheral
vision required. Must be capable of lifting/carrying
weights of up to 100 pounds. Moderate to loud noise
level conditions.

Category: Hospitality / Recreation

Fig. 1. Example of an job description, as used in the experiments of this paper.

Some general strategies in this approach have emerged: In Bagging [2], sub-
sets of the training data are constructed by randomly selecting training exam-
ples. For each of the subsets a classifier is trained. The classifiers are combined
by averaging the predictions of the single classifiers.

Boosting [5] iteratively defines new training sets and trains a classifier on
these. This classifier is typically called a Weak Learner — we will also use this
terminology in this paper, even though the maximum entropy learner we use is
clearly not a weak learning algorithm. First, the weak learner is trained on the
entire training set. Then, an instance weight is assigned to each training example,
which is higher for examples that have been misclassified, although they are part
of the training set. A second weak learner is trained on this weighted training
set. The weighting of the training set and the training of a new weak learner is
done for a number of rounds. Ultimately, a final classifier is formed by combining
the weak learners. Boosting has been used with many learning algorithms acting
as a weak learner, ranging from simple feature detectors [13] to decision trees
[11].

In addition to bagging and boosting, there has also been research on com-
bining a more heterogeneous set of weak learners. Different training algorithms
may be combined — see the learning scheme by Goldman and Zhou [6], or work
by Zhang et al. [15] as well as Larkey and Croft [7]. Herein, we propose to com-
bine classifiers trained by the same algorithm — maximum entropy — but using
a different feature set for each classifier.

The formula for Voting — combining the results of classifiers — usually takes
the form of a weighted sum (or weighted linear combination):

confid(class) = Z weight; * confid;(class) (1)

Each weak learner i provides a confidence value confid;(class) for its pre-
diction of a certain class. For each class, these confidence values are weighted



by a factor weight; and combined to an overall confidence value confid(class).
Finally, the class with the highest combined confidence is the predicted class of
the combined classifier.

2 Neural Network Voting

Our approach views voting as a separate classification task: the correct class is to
be determined by a number of input values, namely the confidence values from
each weak learner for each class. Wolpert [14] introduces this view on combining
classifiers, calling it Stacked Generalization.

Many different machine learning methods could be used for combining weak
learners. Domingos [3] proposes Bayesian averaging, where the weights for the
weighted sum is computed based on the probability of a weak learner given
an example with its class assignment. Pennock et al. [10] provide a theoretical
treatment of this issue, arguing for weighted sum voting. Zhang et al. [15] use
a neural network to combine a statistical model, a memory-based learner and a
neural network for protein secondary structure prediction. An overview to the
issues in combining classifiers is presented by Alpaydin [1].

We chose neural network back-propagation as the learning algorithm for this
task, due to its ability to work well with real-numbered values and its ability to
cope with a large number of inputs without need for model simplifications.

First Second
Weak Learner Weak Learner

Class1 Class2 Class3 Class n Class1 Class2 Class3 Classn

Class1 Class2 Class3 Class n

Combined Classifier

Fig. 2. The architecture of the neural network that combines the classification results
of the weak learners.



Figure 2 shows the network architecture. We use a standard multi-layered
network with a simple addition. The confidence values for each class and weak
learner are used as input nodes. The output layer provides confidence values for
each class. The input layer is fully connected with a hidden layer, which in turn
is fully connected with the output layer. In addition to this, each output node
receives incoming connections from the input nodes of the corresponding class.
This addition results in increased accuracy of 1.0%.

Training in this framework requires splitting the labeled data into three sets:

— a Primary Training Set is used for training the weak learners.

— a Secondary Training Set is classified by each weak learner, providing the
training data for neural network voting.

— a Testing Set is used for evaluating neural network voting on the weak
learners.

The split of the training set into a primary and secondary training set is mo-
tivated by the following: The maximum entropy classifiers already reach almost
perfect performance on the training sets. If we would train the neural network on
these classification decisions for the same training examples, it would not likely
learn anything useful. By using a previously unseen secondary training set, the
neural network will have a better chance to learn when to trust which classifier,
since they disagree more often.

3 Maximum Entropy Classification

We use a maximum entropy classifier as the weak learner for our text clas-
sification problem. A good introduction to maximum entropy classification is
presented by Manning and Schiitze [8]. Generally speaking, maximum entropy
learning ensures the expected frequency with which a feature occurs in a class,
as seen in the training data, to be the same as the corresponding probability in
the model of the training data.

While observing the constraints of matching these empirical expectations, the
classification model makes no further assumptions. In other words, it maintains
maximum entropy.

Maximum entropy classification is similar to Naive Bayes. However, it over-
comes some effects of Naive Bayes’ problematic independence assumption*. To
illustrate this point: Two correlating features in Naive Bayes learning would
falsely contribute with doubled strength to classification decisions. Maximum
entropy, on the other hand, ensures the correct frequency of both features in the
model by distributing probability mass between them.

The classifier applied herein is described in detail by Nigam et al. [9]. We
use as features words, bigrams, and trigrams occurring in the document and in
the title. We also tried to introduce syntactic features such as subject-object
relationships, but we found no improvement.

4 This independence assumption may not be very harmful [4]



4 Experiments

We will now describe our experiments which show the performance gains of
neural network voting. Using 130,000 training examples, we classify job descrip-
tions in 65 categories. We have to deal with mislabeled examples and borderline
cases that lie between categories. Based on a small-scale analysis to assess inter-
annotator agreement, we estimate that the best performance a classifier (human
or machine) could achieve is roughly in the mid-80 percent accuracy range.

For the given task, the maximum entropy classifier already achieves very high
accuracy. It performs superior to Naive Bayes, Error Correcting Output Codes
layered over binary boosted decision trees, sequential covering rule learner and
other algorithms®. The performance of the classifier is at 72.3% performance
accuracy on a 30,000 example testing set. The 95% confidence interval for sta-
tistical significance is 72.34+0.5%.

An error analysis revealed that about half of the errors derive from misla-
beled testing data or borderline cases. However, there is also a large number of
examples where the title of the job description gives a clear indication of the
job’s category, while confusing words in the text of the description mislead the
classifier. Apparently the classifier was not able to give sufficient weight to the
job title.

Clearly, there is a much larger number of words in the text than in the
title. Still, the inability to pick the title words as important features, even when
they are marked up as such, is a surprising weakness of the maximum entropy
classifier.

One idea would be to use boosting to address the discovered weakness. How-
ever, the classifier performs over 99 percent accurate on the training data. Since
boosting increases the weight of mislabeled examples, and there are hardly any,
not much can be expected from re-weighting the examples.

Instead, we train new classifiers on different feature sets. The most obvious,
of course, is to train a classifier just on the job title. We are then faced with
the issue of combining the original classifier with the classifier trained just on
the title words. This is where we apply our neural network voting strategy, as
described in Section 2.

For neural network voting, we split the original training set into a primary
training set (115,000 training examples) and a secondary training set (15,000
training examples). Training of the neural network uses the secondary testing
set, as described in Section 2.

Figure 3 shows the learning curve of the neural network algorithm over time.
While the accuracy for the secondary training set is increasing consistently, the
accuracy for the testing set increases initially, but then decreases slightly when
over-fitting sets in.

We compare neural network voting and the use of a weighted sum for com-
bining classifier. When using a weighted sum for combining the classifiers, we
determined the weights by hand through experimentation. We tried a variety of

5 According to private communication with Dallan Quass and Andrew McCallum
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Fig. 3. Learning curve for neural network voting — both for the secondary training set
and the testing set.

weight setting and found a large range of settings with very similar results on
the testing set.

The results of our experiments on combining different types of classifiers are
summarized in Figure 4. By adding a second classifier trained on titles alone
using a weighted sum, we improve accuracy over the original classifier by 0.8%.
Using neural network voting instead results in a 3.6% accuracy boost.

Classifiers Voting Method Accuracy
title - 61.5%
original - 72.3%
original + title|weighted sum 73.0%
original + title|neural network voting| 75.9%

Fig. 4. Overview of Results: Single classifiers vs. combination of classifiers with neural
network voting, weighted sum of confidence values.

5 Conclusions

The results of our experiments are twofold: Firstly, we discovered a weakness of
maximum entropy learning for text classification and showed how to overcome it
with an ensemble learning method. Secondly, we showed that the use of neural
network voting is superior to the traditional use of a weighted sum for this type
of model combination.
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